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ABSTRACT
One major difficulty in data analysis and knowledge extraction applications is the specification and control of the overall KDD process. In fact, while many data mining tools have reached a stage of relative maturity, research is still in progress towards suitable Knowledge Discovery Support Environments, capable of supporting integration of (and reasoning about) induced knowledge and domain, or background, knowledge – a key factor in dealing with useful high-level business rules. As a small step towards this ambitious goal, this paper shows how a suitable integration of deductive reasoning, such as that supported by logic database languages, and inductive reasoning, provided by various data mining tools, provides a powerful paradigm, where methodologies for classes of challenging applications are conveniently specified. To this purpose, two case studies are briefly discussed, from the areas of market basket analysis and fraud detection.  
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1. INTRODUCTION

Context. The process of making decisions requires the combination of two kinds of activities: knowledge acquisition, and reasoning on the acquired knowledge according to the expert rules that characterize the business. Data mining techniques are an answer to the first issue, in that they extract from row data knowledge that is implicit and, more importantly, that is at a higher abstraction level. However, the ability of combining the results of knowledge extraction with expert rules is a key factor of success when building decision support systems.

Little support is provided to the various steps of the knowledge discovery process, and to manage the overall process. The problem is that each step in the KDD process requires specific tools and expertise. Two main issues are, and will remain in the near future, hot topics in the KDD research agenda. The first point is methodology: it is crucial to devise methods to specify and control the overall KDD process, tailored to relevant classes of similar applications. The second point is the need to identify the basic features of an integrated development environment, able to support the KDD process in all its phases.

The role of domain, or background, knowledge is relevant at each step of the KDD process: which attributes discriminate best, how can we characterize a correct/useful profile, what are the interesting exception conditions, etc., are all examples of domain dependent notions. Notably, in the evaluation phase we need to associate with each inferred knowledge structure some quality function that measures its information content. The notion of quality strictly pertains to the business decision process. However, while it is possible to define quantitative measures for certainty (e.g., estimated prediction accuracy on new data) or utility (e.g., gain, speed-up, etc.), notions such as novelty and understandability are much more subjective to the task, and hence difficult to define. Here, in fact, measurements refer specifically to levels of business value that go beyond the response rates and costs, beyond averages and standard deviations. The specific measurements needed depend on a number of factors: the business opportunity, the sophistication of the organization, past history of measurements, and the availability of data.

Position. The position that we maintain in this paper is that a coherent formalism, capable of dealing uniformly with induced knowledge, provided by external ad hoc mining tools, and background, or domain, knowledge, would represent a breakthrough in the design and development of decision support systems, in diverse challenging application domains. The advantages of such an integrated formalism are, in principle:

· a high degree of expressiveness in specifying expert rules, or business rules;

· the ability to formalize the overall KDD process, thus tailoring a methodology to a specific class of applications;

· the separation of concerns between the specification level and the mapping to the underlying databases and data mining tools.

As a small step towards this ambitious goal, this paper tries to demonstrate how a suitable integration of deductive reasoning, such as that supported by logic database languages, and inductive reasoning, provides a powerful formalism, where methodologies for classes of challenging applications are conveniently specified. Two case studies are briefly discussed, from two relevant application domains, to the purpose of illustrating the benefits of a uniform representation of induced knowledge and domain knowledge:

· market basket analysis, which requires the development of business rules of value for the market analyst, and

· fraud detection, which requires the construction and the evaluation of models of fraudulent behavior.

In fact, the objective of the rest of this paper is to demonstrate how a logic-based database language, such as LDL++ [6], can support the various steps of the KDD process. For lack of space, we shall omit a presentation of LDL++, and confine ourselves to mention that it is a rule-based language with a Prolog-like syntax, and a semantics that extends that of relational database query languages with recursion. Other advanced mechanisms, such as non-determinism and non-monotonicity, make LDL++ a highly expressive query language, and a viable system for knowledge-based applications. Data mining extensions, discussed in this paper, are extensively studied in [2,4].

2. A MARKET BASKET ANALYSIS APPLICATION

Association rules are often too low-level to be directly used as a support of marketing decisions. Market analysts expect answers to more general questions, such as "Is supermarket assortment adequate for the company's target class of customers?" "Is a promotional campaign effective in establishing a desired purchasing habit in the target class of customers?" These are business rules, and association rules are necessary, albeit insufficient, basic mechanisms for their construction. Business rules require also the ability of combining association rule mining with deduction, or reasoning: reasoning on the temporal dimension, reasoning at different levels of granularity of products, reasoning on the spatial dimension, reasoning on association rules themselves. It is clear that a language where knowledge extraction and knowledge manipulation are integrated can provide flexibility and expressiveness in supporting the process of knowledge discovery in databases. By focussing on association rules, we show that the query language deals effectively and uniformly with data preparation, rule extraction, analysis and construction of business rules.

A general way of dealing with data mining in a deductive framework is to directly define queries, which implement such mining needs. Aggregates are basic tools to start with. For example, the following program defines two-dimensional associations between the items of a market basket (the basket(Transaction,Item) relation), by using the predefined count aggregate.


pair(I1,I2, count<T>) ( basket(T, I1),basket(T,I2).

rules(I1,I2) ( pair(I1,I2,C),C ( 20.


(1)

The first rule generates and counts all the possible pairs of items in the same transaction, and the second one selects the pairs with sufficient support (i.e., at least 20). As a result, predicate rules specifies associations, i.e. rules that state that certain combinations of values occur with other combinations of values with a certain frequency. 

Using combinations of rules and aggregates it is easy to define concepts of rule interestingness that are different from the usual statistical parameters. Thus, other interesting measures, such as financial measures, may be defined. For example, if we are interested in discovering the associations between the cities and the products where the sales decreased of more than 30% w.r.t. the average, we can define the following query:

              average(avg<Sales>) ( sales(City,Product,Date,Sales).

    avg_cp(City,Product,avg<Sales>) ( sales(City,Product,Date,Sales).

   answer(City,Product) ( average(A), avg_cp(City,Product,P),P ( 0.7 ( A.

The first rule computes the average on the whole sales. The second rule computes the averages related to the tuples <City,Product>, and the third rule selects the relevant rules. 

However, the idea of using the query language to directly implement mining algorithms is not a novelty and it raises obvious concerns about efficiency. In our proposal, we use aggregates as the means to introduce mining primitives into the query language, and to implement such aggregates by exploiting another characteristics of the LDL++ system, namely, its open architecture, which supports easy connectivity with a variety of external systems and components. In our language, association rules are computed by an aggregate, as illustrated in the following rule:


rules(patterns<(m_s,m_c,Y1,…,Yn)>) ( q(X1,…,Xm).

In this rule, the variables Y1,…,Yn are a subset of the variables X1,…,Xm of q. The aggregate patterns computes the set of quadruples (L,R,S,C) where:

· L and R are respectively the left and right side of an association rule L ( R, 
· L={l1,…,ll} and R={r1,…,rk} where the set {l1,…,ll,r1,…,rk} is a rearranged subset of  the values of  Y1,…,Yn in a tuple resulting from the evaluation of q. 

· S,C are respectively the (normalized) support and confidence of the rule L ( R, such that S ( m_s and C ( m_c.

As an example, we can re-formulate the problem of computing two-dimensional association rules seen in (1) with the following program, which compute rules with minimum 40% support: 

rules(patterns<0.4,0, I1,I2>) ( basket(T, I1), basket(T, I2).
(2)

Here, the right part of the rule computes a view of the transactions of the basket table, by selecting those containing at least two itemsets. The resulting two-dimensional tuples are passed to the aggregation function, which computes associations among the items of such tuples. By querying rules(L,R,S,C), we obtain tuples such as rules({milk},{bread},0.66,1). 

The main advantage of the approach is that an external ad hoc induction algorithm computes the patterns (by applying ad hoc optimizations), while the deductive engine has the only task of exchanging the data with the inductive engine on demand. It is important to stress that the use of logic covers representation of datasets, algorithm invocation, and result representation, while the algorithmic issues are left to the external induction tools. Rule (2) computes association rules over the selected columns of the view defined in the right part of the rule, by using an ad hoc algorithm (such as, e.g., Apriori [1]). Such an approach is quite different from that exemplified by rule (1), where the algorithmic issues are specified at a higher abstraction level, but with an obvious performance decay.

More significant examples of the power of the integration between induction and deduction are shown in solving the following problems. 

· Which rules survive/decay up or down the product hierarchy?

We can directly represent domain knowledge, such as taxonomies, and define abstractions at different levels of the products. To extract the rules which are preserved in an abstraction step, we can compute rules separately at each abstraction level, and select those which occur both at a level I and at level I+1:


rules_level(I, patterns<S,C,Itemset>) ( abstraction(I, Tid, Itemset). 


preserved_rules(Left,Right) ( rules_at_level(I, Left, Right, _, _),  




rules_at_level(I+1, Left2, Right2, _, _),



 
set_is_a(Left,Left2),set_is_a(Right,Right2).

· Again, notice that the approach taken is independent from the algorithmic issues. Differently from [5], where efficient algorithms for the computation of generalized association rules are presented, here we are interested in defining the business value of rules over a product hierarchy. This has the advantage of allowing a direct definition of interest measures, such as, e.g., the interest measure defined in [5].

· What happens after promoting some product? 

We can give an answer by representing the promotion domain knowledge, and finding those rules which have been established by the promotion (i.e. rules which did not hold before the promotion, which were raised during the promotion and persisted after the promotion):


interval(before, -(, 3/7/1998).


interval(promotion, 3/8/1998, 3/30/1998). 


interval(after, 3/31/1998, +(). 


itemsets_partition(Label, Tid, <Item>) ( transaction(Tid, Date, …, Item),






interval(Label, Start, End), 






Start ( Date, Date ( End. 


rules_partition(Label, pattern<S,C, Itemset>)( 




itemsets_partition(Label, _, Itemset). 


preserved_rules(Left, Right) ( rules_partition(promotion,Left,Right,_,_), 





(rules_partition(before, Left,Right,_,_), 





rules_partition(after,Left,Right,_,_).

· How do rules change along time?

One way to answer is given by computing rules valid in the whole dataset and then checking their support and confidence in predefined intervals. We then obtain a description of the evolution of rules in time, which can be used for instance to check whether a rule holds uniformly along time or has some peak in an interval, or shows some kind of periodicity. 


check_support(Set, Label, count<Tid>) ( 





itemsets_partition(Label, Tid, Itemset), 





subset(Set, Itemset). 


rules_evolution(Left, Right, Label, Supp) ( rules(Left, Right, _, _),  





union(Left, Right, All),





check_support(All, Label, Supp).

3. PLANNING AUDIT STRATEGIES IN FRAUD DETECTION

The second case study is about fiscal fraud detection. It was developed within a project aimed at investigating the adequacy and sustainability of KDD in the detection of tax evasion, and is fully described in [2].

Audit planning is a difficult task, which has to take into account constraints on the available resources, both human and financial. Therefore, planning has to face two conflicting issues:

· maximizing audit benefits, i.e., define subjects to be selected for audit in such a way that the recovery of evaded tax is maximized, and

· minimizing audit costs, i.e., define subjects to be selected for audit in such a way that the resources needed to carry out the audits are minimized. 

The capability of designing systems for supporting this form of decisions are technically precise challenges: is there a KDD methodology for audit planning which may be tuned according to these options? What and how data mining tools may be adopted? How extracted knowledge may be combined with domain knowledge to obtain useful audit models? Our experience in the case study indicates that classification-based KDD is an extremely promising direction for fiscal fraud detection. However, our approach is aimed at abstracting from the particular case study, and identifying the lines of a methodology for a whole class of applications – those centered on planning audit strategies. In this section, we briefly sketch the methodology for constructing profiles of fraudulent behavior based on classification, and aimed at supporting audit planning. 

The dataset used in the case study consists of information from tax declarations, integrated with data from other sources, such as social benefits paid by taxpayers to employees and official budget documents. Each tuple in the dataset corresponds to a (large or medium-sized) company that filed a tax declaration in a certain period of time: we shall use the word subject to refer to such companies. The initial dataset consists of 80643 tuples, with 175 numeric attributes (or features), where only a few of those are categorical. From this dataset, 4103 tuples correspond to audited subjects: the outcome of the audit is recorded in a separate dataset with 4103 tuples and 7 attributes, one of which represents the amount of evaded tax ascertained by the audit: such feature is named recovery. The recovery attribute has value zero if no fraud is detected.

Audits are very expensive in both human and financial resources, and therefore it is important to focus audits on subjects that presumably return a high recovery. The challenging goal is therefore to build a classifier, which selects those interesting subjects. To this purpose, a cost model is developed, as follows. We define two derived attributes, audit_cost and actual_recovery, representing respectively an estimation of the cost of an audit in proportion to the size and the complexity of the subject to be audited, and the recovery of an audit after the audit cost. The target variable of our analysis, the class of actual recovery (car in short), is hence defined from actual_recovery, for each tuple i:
negative if   actual_recovery(i) _ 0 

car(i) =



positive
if   actual_recovery (i) > 0.

The decision trees are trained to distinguish between positive car (fruitful audits) and negative car (unfruitful audits). Once the training phase is over, the test-set is fed to the classifier, to check whether it is effective in selecting the new tuples. In our case, not only the misclassification rate of the classifier on the test-set is relevant, but also the actual recovery obtained from the audits of the subjects from the test-set that are classified as positive. This value can be matched against the real case, where all (366) tuples of the test-set are audited. This case, which we call Real, is characterized by the following: 

· actual_recovery(Real) = (i(test-set  actual_recovery(i) = 159.6 ME 

· audit_costs(Real) = (i(test-set  audit_costs(i) = 24.9 ME 

where recovery and costs are expressed in million euro’s. As the whole dataset consists of audited subjects, by comparing the previous values of the Real case with those of the subjects classified as positive by the various classifiers, it is possible to evaluate the potential improvement of using data mining techniques to the purpose of planning the audits. 

Therefore, the classifiers resulting from our experiments are evaluated according to the following metrics, which represent domain-independent (1 and 2) and domain-dependent (3 through 6) indicators of the quality of a classifier X:

1. confusion_matrix(X), which summarizes the prediction of classifier X over the test-set tuples.

2. misclassification_rate(X), which is the percentage of misclassified tuples.

3. actual_recovery(X), which is the total amount of actual recovery for all tuples classified positive by X.

4. audit_costs(X), which is the total amount of audit costs for all tuples classified as positive by X.

5. profitability(X), which is the average actual recovery per audit, i.e., the ratio between the total actual recovery and the number of audits suggested by X.

6. relevance(X), which relates profitability (a domain-dependent measure) and misclassification rate (a domain-independent measure). 

In particular, the confusion matrix is a table of the form:

Negative
Positive
¨ classified as

# TN
# FP
car = negative

# FN
# TP
car = positive

where the sets TN (True Negative), TP (True Positive), FN (False Negative), FP (False Positive), are defined as follows, using the notation predX(i) to denote the car (either positive or negative) of a tuple i predicted by classifier X:

· TN = {i | predX(i) = car(i) = negative} 

· FP = {i | predX(i) = positive Ÿ car(i) = negative}, non fraudulent subjects which will be audited, according to X, with a negative actual recovery (an audit at a loss);

· FN = {i | predX(i) = negative Ÿ car(i) = positive}, 
fraudulent subjects which will not be audited, according to X, although the audit would have a positive actual recovery (a loss for missing a fruitful audit);

· TP = {i | predX(i) = car(i) = positive}

We can consider two distinct approaches to classifier construction: on one hand, we can aim at keeping FP as small as possible, in order to minimize wasteful costs. On the other hand, we can aim at keeping FN as small as possible, in order to maximize evasion recovery. The two policies are clearly conflicting: as FP shrinks, TP shrinks accordingly, while FN (and TN) inevitably grows; the situation is dual when FN shrinks. In practice, it is needed to find an acceptable trade-off between the two conflicting policies, by balancing the level of actual recovery with the resources needed to achieve it. The classifier construction method can be adequately tuned to reach the desired trade-off.

We present here only one classifier, referred to as A, and assess its quality and adequacy to the objectives. A simply uses the original training-set, and therefore we obtain a classifier construction biased towards on the majority class of training-set, i.e., the negative car. As a consequence, we lean towards the “minimize FP” policy. To reduce errors, we employ 10-trees adaptive boosting. The confusion matrix of the obtained classifier is the following:

negative
Positive
¨ classified as

237
11
car = negative

70
48
car = positive

The classifier A prescribes 59 audits (11 of which wasteful), and exhibits the following quality indicators:

· misclassification_rate(A) = 22%   (81 errors)

· actual_recovery(A) = 141.7 ME
· audit_costs(A) = 4 ME
· profitability(A) = 2.401

· relevance(A) = 1.09

Profitability of model A is remarkable: 141 ME are recovered with only 59 audits, which implies an average of 2.4 ME per audit. If compared with the case Real, model A allow to recover 88% of the actual recovery of Real with 16% of audits. The following chart compares recovery and number of audits in the two cases.
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Many different models can be constructed, corresponding to different compromises between minimizing FP and minimizing FN, and are discussed in [2]. A crucial parameter to tune is the misclassification weight, which allows to drive the classification algorithm so that, say, one FP can be traded for four FN.

The entire methodology, including data preparation, training-set and test-set construction, model construction, prediction, quality evaluation, and complex combination of classifiers, can be formalized using the logic-based language. Also in this test case, the features of the logic language that provide a uniform environment are the use of aggregates to import the results of algorithmic analyses into the logical framework, and the rule-oriented nature of the language that provide the most natural support to reason on the results of the mining phase. 

The original datasets are organized in two tables: the table subject(ID:integer, F1:integer, … , F20:integer) containing the tuples with all their features, say F1,…,F20, and the table audit(ID:integer, Recovery:integer), containing the historical records of auditing outcomes.  Subjects in the two tables are connected through the primary key ID. Addition of the cost model can achieved through the following rule:

audited_subject(ID, F1, …, F20, Audit_Cost, Actual_Recovery, CAR) (



audit(ID, Recovery), subject(ID, F1, …, F20),




audit_cost(F1, …, F20,Audit_Cost),




Actual_Recovery = Recovery – Audit_Cost,




if (Actual_Recovery>0 




  then CAR = pos else CAR = neg).

The effect of this rule is to create the view audited_subject, as the join of the relations audit and subject on the ID key, extended with derived attributes. Other phases of data preparation, such as data cleaning and attribute selection, are not described here, although easily expressible in LDL++. 
We exploit the open architecture of LDL++ to interface to the external classification algorithm (C5.0), which is invoked by the tree_induction predicate, with the following parameters: pruning factor level (PF), misclassification costs (MC) and boosting (BO). The following rule manages the process by first constructing a training-set of a specified size, and then calls the external induction program on the training-set.  

   tree_rules(Tree_name, P, PF, MC, BO, Rules_list) ( 




training_set(P, Cases_list),




tree_induction(Cases_list, PF, MC, BO, Rules_list).

The tree is returned to the tree_rules relation in the form of a list of rules, where each rule is in turn a list. In our case study, each subject has 20 features, so each rule is a list of 21 elements, one element for each feature and the final element for the predicted class. More precisely, Rulei  = [C1, C2, … , C20, Predicted_CAR], where:

· for j=1,…,20, Cj is either a condition on feature Fj, if such condition occurs in the precondition of rule Rulei, or nil if feature Fj is not involved in the precondition of rule Rulei;

· Predicted_CAR is the class (pos or neg) in the conclusion of rule Rulei.

For instance, the rule:

if   feature2 > 12000  and  feature5 <= 4300 


then   class   pos

is represented by the following list:


[nil, (>,12000), nil, nil, (<=, 4300), nil, …, nil, pos].

Once a tree has been built, we want its rules to classify test cases. The predicate prediction establishes the class predicted by a given tree (Tree_name) for the test tuple identified by ID.

prediction(Tree_name, ID, CAR, Predicted_class) ( 


tree_rules(Tree_name, _ ,_ , _ , Rules_list),


test_subject(ID, F1, …, F20,Actual_cost, Actual_Recovery, CAR),


classify(Rules_list ,[F1, …, F20], Predicted_class).

The relation classify, whose definition is omitted, looks for the first rule in the tree, if any, whose precondition is satisfied by the feature values of a test-set tuple. 

The quality indicators of a classifier may be conveniently defined by using the aggregates provided by LDL++. An incomplete list is the following:

· # misclassification errors: count the tuples where predicted class and actual class differ


tree_errors(Tree_name, count<ID>) (  


prediction(Tree_name, ID, CAR,  Predicted_class),




CAR ( Predicted_class.

· # audits: count the tuples classified as positive

tree_audits(Tree_name, count<ID>) (prediction(Tree_name, ID, CAR, pos).

· actual recovery: sum actual recovery of all tuples classified as positive

tree_actual_recovery(Tree_name,sum<Actual_Recovery>) (


prediction(Tree_name, ID, CAR, pos),


  test_subject(ID, F1, …, F20, Actual_cost, Actual_Recovery, CAR).

· # TP: count positive tuples classified as positive

tree_TP(Tree_name, count<ID>) (prediction(Tree_name, ID, pos, pos).

Finally, model combination can be conveniently formalized. For instance, the following rules specify tree conjunction: a tuple is classified as positive by T1 Ÿ T2 iff both T1 and T2 predict the tuple as positive.

tree_conjunction(T1, T2, ID, CAR, pos) (prediction(T1, ID, CAR, pos, _),





prediction(T2, ID, CAR, pos, _).

tree_conjunction (T1, T2, ID, CAR, neg) (



test_subject(ID, F1, …, F20, C, E, CAR),




   ~ tree_conjunction(T1, T2, ID, CAR, pos).

This is a quite trivial example, reported here only to provide a flavor of the offered possibilities. More significant examples, including meta-learning, can be found in [2].

4. FINAL REMARKS

In following the initial intuition that a logic-based language can be the right framework for integrating data mining techniques and reasoning, we adopted an application-driven approach. The most useful properties that we experimented are flexibility, capability to adapt to analysis needs, and modularity, i.e., possibility to clearly separate the various components, and provide a simple interface for their interaction. 

Our future plans are now the systematization of our findings into a syntactically and semantically coherent linguistic framework. The issues that will be further investigated are: 

· The formal specification of methodologies adequate to the classes of applications we have studied. Different classes of similar applications in fact may require different methods to specify and control the overall KDD process.

· The complete design of the logic formalism able to combine induction and deduction. The underlying language should be able to represent different tools pertaining to different applications and phases of the KDD process.

· An in-depth tackling of the implementation problem. A trade-off between loose and tight coupling of mining algorithms with the query language must be defined. A tight coupling allows directly integrating domain knowledge in the mining process, but often at the cost of worsening performance. 
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