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REACHABILITY IS HARDER FOR DIRECTED 
THAN FOR UNDIRECTED FINITE GRAPHS 

MIKLOS AJTAI AND RONALD FAGIN 

Abstract. Although it is known that reachability in undirected finite graphs can be 
expressed by an existential monadic second-order sentence, our main result is that this is not 
the case for directed finite graphs (even in the presence of certain “built-in” relations, such as 
the successor relation). The proof makes use of Ehrenfeucht-Frai’sse games, along with 
probabilistic arguments. However, we show that for directed finite graphs with degree at most 
k ,  reachability is expressible by an existential monadic second-order sentence. 

$1. Introduction. If s and t denote distinguished points in a directed (resp. 
undirected) graph, then we say that a graph is (s, t)-connected if there is a directed 
(undirected) path from s to t. We sometimes refer to the problem of deciding whether 
a given directed (undirected) graph with two given points sand t is (s, t)-connected as 
the directed (undirected) reachability problem. 

Consider the undirected graphs in Figures 1 and 2. It is easy to tell at a glance that 
the graph in Figure 1 is (s,t)-connected (since s and t are in the same connected 
component), and that the graph in Figure 2 is not (s, t)-connected (since s and t are in 
different connected components). Consider now the directed graphs in Figures 3 
and 4. As the reader can verify, the graph in Figure 3 is (s, t)-connected, and the graph 
in Figure 4 is not. However, in the case of Figures 3 and 4, it is no longer possible to 
tell at a glance. 

Of course, “tell at a glance” is hardly a precise technical notion. As we shall discuss 
in $2, researchers in computational complexity have struggled, so far unsuccessfully, 
to prove that on general-purpose models of computation (such as Turing machines), 
the reachability problem is harder for directed graphs than for undirected graphs. 
We prove that, in a certain precise sense, the directed case is indeed harder than the 
undirected case. The distinction we make is in terms of expressibility, as we now 
explain. 

We begin with a few conventions. Since we are concerned only with jn i te  graphs, 
whenever we say “graph”, we mean “finite graph”. Also, since a theme of this paper is 
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FIGURE 1 FIGURE 2 

FIGURE 4 FIGURE 3 

to contrast the situation for directed versus undirected graphs, whenever we say 
simply “graph”, we mean either directed or undirected graph; when it is important to 
distinguish whether the graph is directed or undirected, we shall do so. For 
convenience, we consider only irreflexive graphs, that is, graphs where there is no 
edge from some point to itself. If G is a graph and cp is a sentence, then we use the 
usual Tarskian truth semantics to define what it means for cp to be true or satisjed in 
G, written G I= cp. 

A C: sentence is a sentence of the form 3A,...3Ak$, where I+9 is first-order and 
where the A:s are relation symbols. As an example, we now construct a C: sentence 
that says that a graph (with edge relation denoted by P )  is 3-colorable. In this 
sentence, the three colors are represented by A , ,  A , ,  and A,.  Let say “Each point 
has exactly one color”. Thus, $1 is 

V x ( ( A , x  A i A z x  A i A 3 x )  v ( i A , x  A Azx A 1 A 3 x )  
V ( l A 1 X  A 1 A z X  A A3X)). 

Let & say “No two points with the same color are connected by an edge”. Thus, t,b, is 

V X t / y ( ( A l X  A AlJ’ => 1 P X Y )  A ( A z X  A A,y => 1 P X Y )  
A ( A 3 X  A A3J’ => 1 P X Y ) ) .  

The following sentence, which is C:, then says “The graph is 3-colorable”: 

3 A 1 3A z 3,4 3 ($1 A $2 ). 

A C: sentence 3A, ... 3A,$, where I+9 is first-order, is said to be monadic if each of 
the A:s is unary. A class V of graphs is said to be (monadic) C i  if it is the class of all 
graphs that obey some fixed (monadic) C: sentence. A (monadic) C: class is also 
called a (monadic) generalized spectrum. As we have just seen, the class of 3- 
colorable graphs is monadic C:. 
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As another example, we now show that the class of graphs that are not connected 
is monadic C: (this demonstration is from [Fa2]). Let $l say “The set A is nonempty 
and its complement is nonempty”, that is, 

3Xjy(AX A 1 A y ) .  

Let $2 say “There is no edge between A and its complement”, that is, 

VXvJ’(AX A 1 A y  1 P X Y ) .  

It is clear that the monadic Ci sentence 3A(t,hl A &) characterizes the class of 
undirected graphs that are not connected. (A directed graph is said to be connected if 
the undirected version, where we ignore the directions on the edges, is connected; we 
can then show that the class of nonconnected directed graphs is monadic Ci by 
replacing i Pxy in $z by i Pxy  v i Pyx.) 

Let us define a class to be (monadic) H i  if its complement is (monadic) C:. Fagin 
[Fal l  showed that, in a precise sense, C: is the same as N P  (the class of languages 
recognizable nondeterministically in polynomial time [GJ]). In particular, the 
question as to whether Ci = I7i (which would imply, for example, that 3- 
colorability is H i )  is equivalent to the famous problem of whether N P  = co-NP. 
Furthermore, it follows from the theory of NP-completeness [GJ] and from the 
equivalence of C: and N P  that Ci = H i  if and only if 3-colorability is I7: [Fall .  
(We can replace “3-colorability” in the previous statement by any other NP- 
complete problem on graphs, such as Hamiltonicity.) Although it is an open 
problem as to whether Ci = H i ,  Fagin [Fa21 showed that monadic Ct is different 
from monadic H i .  In particular, he showed that Connectivity (i.e., the class of 
connected graphs) is not monadic C:, although it is monadic H i  (since, as we saw 
above, nonconnectivity is monadic C;). This is true whether we consider directed or 
undirected graphs. This result was generalized by de Rougemont [Ro], by showing 
that it holds even if there is a built-in successor relation. 

Since undirected connectivity is not monadic C:, it came as somewhat of a 
surprise when Kanellakis ([Kal]; see also [BKBR]) observed that undirected 
reachability is monadic C: (if we were to allow also infinite graphs, then this result 
would be false, as we can see by an easy compactness argument). To see that 
undirected reachability is monadic C:, let be As A At ,  that is, “The set A contains 
both s and t”; let t,bz be 

jXVy((Ay A PSy) 0 X = y), 

that is, “s has an edge to exactly one member of A”; let $3 be 

3Xt/J’((Ay A Pty) 0 X = J’), 

that is, “t has an edge to exactly one member of A”; and let &, be 

vx ( (Ax  A ( X  # S )  A ( X  # t))  
3 f y Z  A Vz((Az A Pxz)  * ( z  = y 1  v = Y ~ ) ) ) ) ) ,  

that is, “Every member of A except for s and t has an edge to precisely two members 



116 MIKLOS AJTAI AND RONALD FAGIN 

of A”. If $ is taken to be A $* A $3 A $4, then, as we now show, the C: sentence 
3A$ says that the graph is (s, t)-connected. For, if the graph is (s, t)-connected, and if 
A is taken to consist of those vertices on a shortest path from s to t ,  then $ holds. 
Conversely, if (I, holds, then there is a path starting at s that passes through only 
vertices in A.  The path must end somewhere, since the graph is finite; however, the 
only place it can end is at t .  So the graph is (s, t)-connected. 

We have just seen that undirected reachability is monadic C:. Why can’t a 
sentence in this spirit be used to show that directed reachability is C:? The problem 
lies in “backedges”. For example, consider a directed graph where the shortest 
(directed) path from s to t is on a path from s to a to b to c to t. Assume also that there 
is an edge (a “backedge”) from c to a. Then the natural directed analogue of 
Kanellakis’ C: sentence 3A$ above fails, since if A were taken to be the set 
(s, a, b, c, t ) ,  then in addition to the outgoing edge from a to b, there are two (not one) 
incoming edges to a from members of A .  

Kanellakis posed as an open problem [Kal] the question of whether directed 
reachability is monadic 1:. We show that it is not. However, interestingly enough, 
we show that for each positive integer k,  the class of directed (s, t)-connected graphs 
where the indegree and outdegree of each vertex is at most k is monadic C:. 

In fact, we prove even stronger results. We show that our result that directed 
reachability is not monadic C: still holds, even in the presence of built-in relations 
from a large class, which includes the successor relation. In $3, we explain what it 
means for built-in relations to be present, and tell why it is of interest. 

As we shall discuss in detail shortly, the nonexpressibility results of [Fa21 and 
[Ro] are obtained by considering Ehrenfeucht-Fraisse-type games, and showing 
that one player (“the duplicator”) has a winning strategy.’ The graphs used in [Fa21 
and [Ro] are explicitly described (in fact, the graphs in [Fa21 are just disjoint unions 
of cycles). Our approach has several novel features, two of which we now mention. 
First, the construction of the graphs we use is probabilistic, rather than determin- 
istic. Second, we introduce a new game which, on the face of it, is easier for the 
duplicator to win, and prove that with high probability the duplicator does indeed 
have a winning strategy. This is sufficient to conclude our nonexpressibility results. 

We consider our proof techniques to be of independent interest. It follows from 
Theorem 1 of [Fa21 that if Ci is not closed under complement, then this can be 
proven by using an Ehrenfeucht-Frai’ssir-type game argument. Hence, our new proof 
techniques may be a step on the road towards showing that C: is not closed under 
complement (or equivalently, by [Fa 11, that NP is not closed under complement). 

We now state explicitly our main theorem. For ease in description, we defer until 
later the statement as to how we can extend our main theorem by allowing certain 
built-in relations, such as the successor relation. 

THEOREM 1 . l .  Directed reachability is not monadic C :. 
The structure of our proof of Theorem 1.1 is as follows. Let cp be a monadic 

C: sentence 3A, ... 3A,$ (Al , .  . . , A k )  that allegedly characterizes directed (s, t)-  
connectivity (where we have suppressed mention of s, t, and the graph predicate P in  

‘Following Joel Spencer, we shall refer to the two players in an Ehrenfeucht-Frayst game as “the 
spoiler” and “the duplicator”, rather than the more usual but less suggestive “player I” and “player 11”. 
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i+b for convenience). We construct (by probabilistic methods) a directed graph G with 
points s, t where there is a directed path from s to t in G. Thus, G is (s, t)-connected, so 
G satisfies cp. Hence, there are subsets A,, . . . , A, of the vertices of G such that G 
satisfies $(Al , .  . . , Ak). Let us denote the graph that is obtained by deleting the edge e 
from G by G - e. We show that there is an edge e of G such that (a) there is no 
directed path from s to t in G - e,  and (b) G - e satisfies $ ( A , ,  . . . , Ak). This is a 
contradiction, since G - e then satisfies cp, but is not (s, t)-connected. 

In fact, since it is easy to see that reachability is monadic I7: in both the directed 
and undirected cases (by almost the same argument as we gave earlier that 
connectivity is monadic IZ i), it follows that undirected reachability is monadic 
Ci n ni, while directed reachability is monadic IZ: but not monadic C:. 

The next theorem says that for bounded degree graphs, directed reachability is 
monadic Ci. The proof of this theorem is in 95. 

THEOREM 1.2. Let k be a positive integer. The class of directed (s,t)-connected 
graphs where the indegree and outdegree of each vertex is at most k is monadic Ci. 

We note that the monadic C: sentence that we use to prove Theorem 1.2 has O ( k 2 )  
existentially quantified monadic relation symbols. 

We now describe the organization of the paper. In 92, we consider differences (and 
possible differences) in the computational complexity of problems on directed 
versus undirected graphs. In particular, we discuss the body of empirical evidence 
that in general-purpose models of computation, reachability is harder for directed 
graphs than for undirected graphs. In 93, we explain the meaning and significance of 
allowing built-in relations. In 94, we explain Ehrenfeucht-Fraisse-type games that 
others have used, and tell how we modify the approach. We also give the result 
(Theorem 4.6) from which our nonexpressibility results are obtained. In 95, we prove 
that directed reachability is monadic C: if we restrict our attention to bounded- 
degree graphs. In $6, we show that a natural modification of the construction used to 
prove nonexpressibility does not work. In 97, we give a variation, that we shall 
utilize, of the well-known result that the probability that the number of successful 
independent trials differs from the mean by more than a constant times the mean is 
exponentially small. In 98, we give the proof of Theorem 4.6, which, as we noted, 
implies our nonexpressibility results. 

52. Computational complexity issues. In this section, we discuss differences (and 
possible differences) between the computational complexity of problems on directed 
versus undirected graphs. In particular, our main focus is reachability. 

There are various cases where a problem is in some sense “harder” for directed 
graphs than for undirected graphs. For example, consider the kernel problem 
(problem GT57 in Garey and Johnson [GJ]). An independent set in a graph is a set 
of points with no edges between them. A kernel of a graph is an independent set S of 
vertices such that for every point y not in S there is a member x of S where there is an 
edge from x to y .  Chvatal [Chv] shows that the kernel problem (the problem of 
deciding whether a given graph has a kernel) is NP-complete for directed graphs. 
However, for undirected graphs, the problem is trivial: the answer is always “yes” 
(since in an undirected graph, a kernel is just a maximal independent set). 

There are other problems where the directed case is provably harder than the 
undirected case, including VLSI area bounds for doing on-line depth-first search 
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(where there is an Q ( n 2 )  lower bound in the directed case [HMS], and an O(n5I3)  
upper bound in the undirected case [An]). Further, there are problems where the 
undirected case seems to be (but has never been proven to be) harder, including 
parallel ear decomposition [Lo] and parallel depth-first search [AA]. 

We now turn to another example of the latter phenomenon, which is of greatest 
interest for this paper, namely reachability. Savitch [Sa] shows that directed 
reachability is nondeterministic log-space complete with respect to log-space 
reductions. However, it is unknown whether the same is true for undirected 
reachability. As another possible difference, Aleliunas et al. [AKLLR] show that 
there is an O(1og n) space nonuniform algorithm for undirected reachability (with a 
polynomial in n amount of “advice” on the tape). However, the best that is known 
for directed reachability is O(logz n) space (this follows from Savitch’s theorem 
[Sa]). Further, Aleliunas et al. show that undirected reachability can be solved by a 
probabilistic Turing machine (with small probability of error) in space O(1og n) and 
polynomial expected time. This was recently improved by Borodin et al. [BCDRT] 
into an errorless probabilistic algorithm with the same space and time bounds. 
Again, it is not known whether there is such a probabilistic algorithm (even allowing 
a small probability of error) for directed reachability. Recently, Karchmer and 
Wigderson [KW] proved an Q(log2 n/log log n) lower bound on the depth of a 
monotone circuit that tests reachability on n-vertex graphs. Their lower bound 
applies in both the directed and undirected cases. 

There are also apparent (but again unproven) differences between directed and 
undirected reachability when we consider parallel computation. A major problem in 
parallel complexity (which is referred to by Ullman [Ul]) is that there is no known 
NC algorithm for directed reachability that uses fewer than roughly nu processors, 
where c( is the exponent for the time to multiply matrices (by [CW], we know that 
2 5 ci < 2.376). The best N C  algorithm (in terms of number of processors) that is 
known for directed reachability is by Pan and Reif [PR]; their algorithm uses 
essentially nu processors and runs in O(log2 n)  time. By contrast, Cole and Vishkin 
[CV] show that undirected reachability can be solved in log n time with 
n log*n/log n processors. Resolving the parallel complexity of directed reachability 
is an important theoretical problem for parallel logic programming [BKBR], 
[Ka2]. 

Although it has never been proven that directed reachability is harder than 
undirected reachability in any general-purpose model of computation, there are 
certain proven distinctions between the directed and undirected cases. For example, 
starting at a given vertex in an undirected graph with n vertices, the expected time to 
visit all of the vertices is O ( n 3 )  [AKLLR]. In fact, this is the basis of the algorithm of 
[AKLLR] mentioned earlier for determining (s, t)-connectivity by a probabilistic 
Turing machine with small probability of error in space O(1og n) and polynomial 
expected time: a random walk is started at s and continued for O(n3)  steps, and we 
see whether or not t is ever reached. However, as noted in [AKLLR], there are 
directed graphs where the expected time to visit all of the vertices is exponential. 
Another distinction between directed and undirected reachability has been proven 
on special-purpose machines called JAG’S (Jumping Automata for Graphs). A JAG 
can move pebbles from a limited supply along the edges of a graph under finite-state 
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control; the machine can detect when two pebbles coincide, and can cause one peb- 
ble to jump to another. Cook and Rackoff [CR] prove that directed reachability 
on a JAG requires space 52(log2 n/log log n). This result was extended to RJAG’s 
(randomized JAG’S) by Berman and Simon [BS], if the RJAG is required to be both 
reliable (probability of acceptance bounded away from 1/2) and fast (polynomial 
time). However, the result of [AKKLR] on random walks mentioned above implies 
that such RJAGs can determine undirected reachability in space O(1og n). 

Our results show that in terms of expressibility, directed reachability is harder 
than undirected reachability: undirected reachability is monadic C t, but directed 
reachability is not. In fact, as we noted earlier, undirected reachability is monadic 
C j  n Z7:, while directed reachability is monadic Z7: but not monadic Ci. 

Unfortunately, our nonexpressibility result does not seem to translate into a lower 
bound on computational complexity. Thus, our results do not give us a proof that 
directed reachability is harder in some computational complexity sense than 
undirected reachability. There are two reasons for this, which we now discuss. 

In terms of computational complexity, the “hard” graph problems in N P  are the 
NP-complete problems. In terms of expressibility (at least as far as this paper is 
concerned), the “hard” graph problems in NP (i.e., the hard graph problems in Z:) 
are those that are not monadic Ci. However, these notions of “hardness” are 
orthogonal. Thus, there are NP-complete problems (such as 3-colorability) that are 
monadic C:, whereas there are problems such as directed reachability that are easy 
in terms of computational complexity but that are not monadic C: .  

The second reason that our results do not translate into lower bounds on 
computational complexity is that, except for the issue of the number of processors 
required by an NC algorithm for directed reachability, the computational 
complexity of directed reachability in each of the senses we have discussed is 
reducible to the computational complexity of directed reachability for graphs of 
indegree and outdegree at most two. This is because if, for example, the vertex u has 
outdegree bigger than two, and if S is the set of vertices u such that (u,  u )  is an edge, 
then we can interpolate a tree with root u and with S as its set of leaves. So for 
reachability, many natural computational complexity measures do not distinguish 
between directed graphs of bounded and unbounded degree. However, as we show 
in this paper, bounded degree directed reachability is monadic C :, whereas 
unbounded degree directed reachability is not. 

$3. Allowing built-in relations. As we mentioned in the Introduction, we prove 
that directed reachability is not monadic C:, even in the presence of “built-in” 
relations from a large class, which includes the successor relation. We now explain 
the meaning and significance of allowing built-in relations. 

If V = { u l , .  . . , u,} is a set of points, then a successor relation (over V )  is a binary 
relation S with universe (set of vertices) V such that there is an ordering u1 < u2 
< ... < u, of V where S = { ( u l , u z ) ,  ( u , , ~ , )  ,..., ( I I - ~ , ~ , ) } .  Other minor varia- 
tions on this definition are sometimes used. The following theorem shows that our 
main result can be extended to allowing a built-in successor relation. 

THEOREM 3.1. Directed reachability is not monadic Ci, euen in the presence of a 
built-in successor relation. 
































































