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Abstract: Even though concurrency in search structures (e.g., B-tree indexes) has been discussed
frequently in the literature, the problem of providing recovery from transaction and system failures
when transactions consist of multiple search structure operations has received very little attention.
This paper attempts to provide a comprehensive treatment of index management in transaction
systems. We present a method, called ARIES/IM (Algorithm for Recovery and Isolation Exploiting
Semantics for Index Management), for controlling concurrency and logging changes of index data
stored in B*-trees. It is based on the ARIES transaction recovery and concurrency control method
introduced by Mohan, et al. in the IBM Research Report RJ6649 and implemented to varying degrees
in Starburst, QuickSilver, the 0S/2 Extended Edition' Database Manager, and DB2 V2R1. ARIES/IM
supports transaction semantics for locking (repeafable read or level 3 consistency) and uses write-
ahead logging (WAL) for recovery. A transaction may consist of any number of index operations.
ARIES/IM supports very high concurrency and good performance by (1) not locking the index data
per se (i.e., keys), (2) locking the underlying record data in data pages only (at the relation, page,
or record granularity, at the user’s option), (3) not acquiring commit duration locks on index pages
even during index structure modification operations (SMOs) like page splits and page deletions, (4)
allowing key retrievals, inserts, and deletes to go on concurrently with an SMO, and (5) optionally,
supporting the level 2 consistency of locking (cursor stability). During restart, any necessary redos
of the index changes are always performed in a page-oriented fashion (i.e., without traversing the
index tree) and, during normal processing and restart, undos are performed in a page-oriented
fashion, whenever possible. The protocols used during normal processing are such that if a system
failure were to occur any time and a logical undo were to be necessary during the subsequent
restart, then, without resoriing to any special processing, it is ensured that, by the time the logical
undo is attempted, any incomplete SMO would have already been undone, thereby restoring the
structural consistency of the tree. Unlike much of the literature, varying length keys are also handled.
We compare ARIES/IM with the index methods of IBM’s DB2 and System R, and Tandem’s Encompass.
A subset of ARIES/IM has been implemented in the OS/2 Extended Edition Database Manager. Some
of the ideas have also been incorporated in SQL/DS V2R2 and in the Shared File System of VM/SPS,
which are based on System R and which use the shadow-page technique for recovery.

1 AS/400, IRM, and OS2 are trademarks of the International Business Machines Corp. Encompass, NonStop SQL, and Tandem
are trademarks of Tandem Computers, Inc.
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1. Introduction

Protocols for controlling concurrent access to B-trees and their variants have been studied for a long
time (see [BaSc77, Bili86, Come79, KwWo82, LeYa81, Mino84, Sagi86, ShGo88] and references in
them). None of those papers considered the problem of guaranteeing atomicity and serializability
[EGLT76] of transactions containing multiple operations (like Fetch, insert, Delete, efc.) on B-trees,
in the face of transaction and system failures and concurrent accesses by different transactions.
Only the algorithms briefly outlined in [Borr84, CLSW84, CrMP83, IBM85a, Malk82] ‘consider those
situations. The algorithm of Tandem’s Encompass data base system [Borr81, Borr84] was not
designed to provide serializability (repeatable read, in the terminology of the IBM data base products,
or level 3 consistency, in the terminology of System R [Gray78]). DB2, the 08/2 Extended Edition
Database Manager, System R, and SQL/DS do provide support for repeatable read. For recovery,
Encompass, DB2, and the 0S/2 Extended Edition Database Manager use write-ahead logging (WAL)
[Gray78, LSGGL80, MHLPS89, PeSt83], while System R and SQL/DS use the shadow-page technique
[(GMBLL81]. Unfortunately, the details of the algorithms used in those systems have not been
published. A modified version of the Encompass algorithm is used in Tandem’s NonStop SQL!
[BoPu88, Tand88]. In general, DB2 supports less concurrency than System R, although there are
exceptions. In spite of the fine-granularity locking provided via record locking for data and key locking
for the index information, the level of concurrency supported by System R, which originated the IBM
product SQL/DS [ChGY81], has been found to be inadequate by some customers [IBM85b]. Our
primary goal was to modify the System R algorithm to use WAL and to drastically improve its
concurrency, performance, and functionality characteristics.

There are many problems involved in supporting recoverable, concurrent modifications to an index
tree. Some of the questions to be answered are: (1) how to log the changes to the index so that,
during recovery after a system failure, the missing updates can be reapplied efficiently? (2) how to
ensure that, if an SMO (structure modification operation - i.e., a page split or a page deletion
operation) were to be in progress at the time of a system failure and some of the effects of that
SMO had already been reflected in the nonvolatile storage version of the data base, then the system
is able to restore the structural consistency of the tree at the time of system restart (see Figure 8
on page 19 for a failure scenario which causes structural inconsistencies)? (3) how to perform the
changes to index pages so as to minimize the interference caused to concurrent accessors of the
tree? (4) how to ensure that, even if a transaction were to abort after successfully completing an
SMO, it does not undo the SMO, since doing so might result in the loss of some updates performed
by other transactions in the intervening period to the pages affected by the SMO? (5) how to detect
that a key that had been inserted by a transaction T1 in page P1 had been moved, by a subsequent
SMO by T2, to P2 so that if T1 were to abort, then P2 is accessed and the key is deleted (see Figure
3 on page 7 for an example of such a logical undo)? (6) how to detect that a key that had been
deleted by T1 from P1 no longer belongs on P1 but only on P2 due to subsequent SMOs by other
transactions, so that if T1 were to abort, then P2 is accessed and the key is inserted in it? (7) how
to avoid a deadlock involving a transaction that is rolling back so that no special logic is needed to
handle a deadlock involving only rolling back transactions? (8) how to support different granularities
of locking and what to designate as the objects of locking? {9) how to lock the “not found” condition
efficiently to guarantee repeatable read (i.e., the phantom problem - see [EGLT76, Mino84, Reim83})?
(10) how to guarantee that in a unique index if a key were to be deleted by one transaction, then
no other transaction is permitted to insert the same key before the former transaction commits? (11)
how to let tree traversals go on even as an SMO is in progress and still ensure that the traversing
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transactions are able to recover if they run into the effects of the SMO that is still in progress (see
Figure 1 for an illustration of a problem scenario)?

In this paper, a concurrency control and recovery method, called ARIES/IM, for B+ -tree index data
that guarantees serializability and that uses WAL is presented. ARIES/IM is based on the ARIES
recovery and concurrency control method presented in [MHLPS89]. Iin ARIES/IM, minimal number
of locks are acquired while providing a high level of concurréncy. Restart and normal performance
are improved by implementing undos and redos efficiently and by avoiding deadlocks during undos.
Our measure of concurrency is the qualitative one defined in [KuPa79] which basically states that
the more the number of permitted different interleavings of the actions of a set of transactions the
higher the level of concurrency. Our measures of efficiency are the number of locks acquired, the
number of pages accessed during redo, undo, and normal operations, the number of passes of the
log during media recovery, and the number of required synchronous data base page and log I/Os.

The rest of the paper is organized as follows: The next section lists the goals that we had in designing
our algorithms. This is followed by a section which gives an overview of the new index concurrency
control and recovery method ARIES/IM. Section 4 introduces the tree architeclure that we assume
and the conventions relating to interactions between the record manager and the index manager.
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The algorithm used for traversing the tree from the root to the leaf for various operations is described
in Section 5. The next section presents the algorithms relating to the important index operations like
single key fetch, insert and delete, and range scans. Transaction and system failures and recovery
from such failures are dealt with in Section 7. Section 8 lists in much more detail the steps of the
algorithms of the two preceding sections. The next section discusses how deadlocks involving latches
alone or latches and locks are avoided. Section 10 presents information concerning the implemen-
tations of the ideas of ARIES/IM. It also discusses media failures and some uncommon problems
like running out of space during logical undos. The rationale for some of the design choices of
ARIES/IM is the topic of discussion in Section 11. Some additional methods to improve concurrency
in ARIES/IM at the cost of extra locks are discussed in Section 12. This is followed by the descriptions
of the index methods in use in IBM’s DB2 and System R {SQL/DS), and Tandem’s Encompass in
Section 13. This section also discusses the methods proposed in the research literature. Section 14
analyzes the performance implications of ARIES/IM and compares the number of locks obtained by
ARIES/IM for various operations with the numbers for DB2 and System R. Finally, we present our
conclusions and discuss future work in Section 15.

The rest of this section presents some introductory concepts and terminologies relating to transaction
management and then briefly outlines the salient features of ARIES.

-

1.1. Latches and Locks

Normally latches and locks are used to control access to shared information. Locking has been
discussed to a great extent in the literature (see the references in [BeHG87, Papa86]). Latches, on
the other hand, have not been discussed that much. Latches are like semaphores. Usually, latches
are used to guarantee physical consistency of data, while focks are used to assure logical consistency
of data. Latches are usually held for a much shorter period of time than are locks. Also, the deadlock
detector is not informed about latch waits. Latches are requested in such a manner so as to avoid
deadlocks involving-latches alone, or involving latches and locks.

Acquiring a latch is cheaper than acquiring a lock (in the no-conflict case, 10s of instructions versus
100s of instructions), because the latch control information is always in virtual memory in a fixed
place, and direct addressability to the latch information is possible given the latch name. Since each
transaction holds at most 2 or 3 latches simultaneously (see, e.g., the protocols presented later on
in this paper and those in [Moha88a]), the latch request blocks can be permanently allocated to
each transaction and initialized with transaction ID, etc. right at the start of that transaction. On the
other hand, storage for individual locks may have to be acquired, formatted, and released dynamically,
and more instructions need to be executed to acquire and refease locks. This is because, in most
systems, the number of lockable objects is many orders of magnitude greater than the number of
latchable objects. Typically, all information relating to locks held is stored in a single, central table;
addressability to a particular lock’s information is gained by first hashing the lock name to get the
~ address of the hash anchor and then, possibly, following a chain of pointers. Usually, in the process
of trying to locate the lock control block, due to the fact that multiple transactions may be simulta-
neously reading and modifying the contents of the lock table, one or more latches will be acquired
and released (one on the hash anchor and, possibly, one on the specific lock’s chain of holders and
waiters). :

Locks may be obtained in different modes such as S (Shared), X {eXclusive), IX {Intention eXclusive),
IS {Intention Shared), and SIX (Shared Intention eXclusive), and at different granularities such as
record (tuple), table (relation), file {tablespace, segment, dbspace). The S and X locks are the most
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common ones. S provides the read privilege and X provides the read and write privileges. Locks
on a given object can be held simultaneously by different transactions only if those locks’ modes
are compatible. X is compatible with none of the modes. S is compatible with S and IS only. IX is
compatible with IX and IS only. IS is compatible with IX, IS, S, and SIX only. SIX is compatible with
IS only. With hierarchical locking, the intention locks (IX, IS, and SIX) are generally obtained on the
higher levels of the hierarchy (e.g., table), and the S and X locks are obtained on the lower levels
(e.g., record). The nonintention mode locks (S or X), when obtained on an object at a certain level
of the hierarchy, implicitly grant locks of the corresponding mode on the lower level objects of that
higher level object. The intention mode locks, on the other hand, only give the privilege of requesting
the corresponding nonintention mode locks on the lower level objects (e.g., SIX on a table implicitly
grants S on all the records of that table, and it allows X to be requested explicitly on the records).
For more details, the reader is referred to [GLPT76, Gray78, GrLP75]. Additional, semantically-rich
lock modes have been defined in the literature [Kort83, MoFS84] and ARIES can accommodate them.

Lock requests may be made with the conditional or the unconditional option. A conditional request
means that the requestor is not willing to wait if the lock is not grantable immediately at the time
the request is processed. An unconditional request means that the requestor is willing to wait until
the lock becomes grantable. Locks may be held for different durations. An unconditional request for
an instant duration lock means that the lock is not to be actually granted, but the lock manager has
to delay returning the lock call with the success status until the lock becomes grantable. Manual
duration locks are released some time after they are acquired and, typically, long before transaction
termination. For each transaction, a count is kept of the number of times a lock is acquired in manual
duration. Such a lock is considered to be no longer held by a transaction, at a point in time before
transaction termination, only after as many unlocks are issued by the transaction. Commit duration
locks are released only at the time of termination of the transaction, i.e., after commit or abort is
completed. The lock manager chains together all the locks acquired by a transaction, and at the
time of transaction termination, ail the commit and manual duration locks still held are released via
a single call to the lock manager. Once a lock is obtained for commit duration, it stays at commit
duration irrespective of whether it had been acquired as a manual duration lock initially or it is
requested in manual duration later on. A special lock manager call could still be used to release a
commit duration lock before transaction termination. The above discussions concerning conditional
calls, S and X modes, and durations, except for commit duration, apply to latches also. Generally,
to minimize the overhead, all the latches held by a transaction at any time are not chained together.

Transactions may request different levels of isolation (or consistency) with respect to each other. In
the context of System R, levels 0, 1, 2, and 3 were discussed [GLPT76, Gray78]. The IBM products
SQL/DS, the 0S/2 Extended Edition Database Manager, and DB2 support the isolation levels cursor
stability (consistency level 2 of System R) and repeatable read (consistency level 3 of System R).
They are referred to as CS and RR, respectively. Both return only committed data to the transactions,
unless the accessed data is uncommitted data belonging to the accessing transaction. When the
chosen level is CS, as long as an updateable SQL cursor is positioned on a record, a lock will
continue to be held on the record and the record will be guaranteed to exist in the data base, unless
the current transaction itself deletes the record after the cursor is positioned on it. As soon as the
cursor is moved to a different record, the lock may be released on the previous record. We say may
be because, with page locking, if the previous record and the current record were to be on the same
page, then the lock would continue to be held. With RR, locks are held on all the accessed records
until the end of the transaction. Actually, locks are somehow held even on nonexistent records,
which would have satisfied the query. In [Moha89a] and later in this paper, we discuss how this is
done when the accesses are made via indexes. If a certain query is posed at a certain point in a
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